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About Me

• Server Related:
• Infrastructure & Security Architect

• SQL Server Related:
• Data Architect

• Database Administrator

• SQL Server security columnist / blogger

• SQL Server and Security speaker & trainer

• Former Microsoft SQL Server MVP (2009-2016)
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Contact Information

• K. Brian Kelley

• Email:   kbriankelley@acm.org

• Twitter: @kbriankelley

• Infrastructure/Security Blog:   https://truthsolutions.wordpress.com

• Personal Development Blog:   https://gkdba.wordpress.com
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Agenda

• The Tools

• How to Read Execution Plans

• Statistics and Indexing

• Anti-Patterns
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The Tools

• At Execution - T-SQL (text-based)

• At Execution – SSMS GUI

• Historic - DMVs/DMFs

• Historic – Query Store
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Tools Demo
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Execution Plans

• Scan vs. Seek

• Key Lookup

• Hash Match, Nested Loops, Merge Joins

• Cost
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Hash Match vs. Nested Loops vs. Merge Joins

• Merge Joins is additive (X table rows + Y table rows)
• Requires sorted data

• Tends to be cheapest unless sort is expensive

• Nested Loops is multiplicative (X table rows * Y table rows)
• Take smaller resultset row-by-row

• Compare each row of larger resultset

• Hash Match
• When the other two can’t be used

• CPU and memory intensive (in comparison)
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Execution Plan Demo
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Statistics

• Used to determine what indexes to use

• Distribution of data (histogram)

• SQL Server cares about cardinality

• Can get out of date
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Example: System Center Configuration Manager



Copyright (c) 2006-2019 Edgewood Solutions, LLC All rights reserved

Indexes

• Clustered = Physical sort (can only be one)

• Non-Clustered based on Clustered (if one exists)

• SQL Server can only use 1 per table for a query

• Bookmark Lookup (Key Lookup) = 2 Reads
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Indexing Demo
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Anti-Patterns

• SARGable vs. non-SARGable (Search ARGument)
• Row-by-Agonzing-Row (RBAR)

• Implicit Conversions

• Unnecessary Sort

• Unnecessary Complexity
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Anti-Patterns Demo
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What We Covered

• The Tools

• How to Read Execution Plans

• Statistics and Indexing

• Anti-Patterns
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Questions? Thank You!

• K. Brian Kelley

• Email:   kbriankelley@acm.org

• Twitter: @kbriankelley

• Infrastructure/Security Blog:   https://truthsolutions.wordpress.com

• Personal Development Blog:   https://gkdba.wordpress.com


